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Professional Summary
Results-driven Data Engineer with 3+ years of experience designing and optimizing large-scale data pipelines, ETL/ELT processes, Big Data technologies, and data warehousing solutions. Proficient in Azure, AWS, GCP, PySpark, SQL, Databricks, and the ELK Stack, with expertise in processing 50+ TB of data daily. Adept at real-time data integration, streaming analytics, and enhancing cloud-based performance. Proven ability to optimize cloud-based solutions, reduce query latency, automate workflows, and leverage AI-driven analytics to drive efficiency and cost-effectiveness.

Work Experience
Data Engineer
Cognizant Technology Solutions – Kolkata, West Bengal
February 2024 – Present
· Led the National Life Group (NLG) project, enhancing data ingestion and analytics on Azure and AWS.
· Developed Azure Functions for real-time data ingestion, processing ~30 TB daily, improving data accessibility and reducing latency by 25%.
· Designed scalable ETL workflows using Azure Data Factory, PySpark, and Databricks, transforming 1B+ records per day.
· Automated data movement from Azure Data Lake to SQL Database and Amazon Redshift using Logic Apps and AWS Lambda, enhancing efficiency by 40%.
· Optimized Azure Cognitive Search and OpenSearch indexing for 100+ indices, reducing query latency by 30%, improving search performance.

Data Engineer
LTImindtree – Navi Mumbai, Maharashtra
December 2023 – January 2024
· Developed batch data pipelines using Oracle, Elasticsearch (ELK), DataStage, and GCP BigQuery, processing 2B+ records daily.
· Streamlined ETL processes, handling 50+ TB of data daily, improving efficiency by 40%.
· Optimized Hadoop, Hive, and Google Cloud Storage-based batch processing, enhancing storage and retrieval speed.
· Led 30+ data enhancements, improving data accuracy and reducing manual intervention.
· Project: Designed a cloud-based data warehousing solution using Hive, Spark, and Snowflake for real-time analytics, reducing query time by 50%.

Data Engineering Intern
Sigma Data Solutions – Bangalore, Karnataka
June 2023 – November 2023
· Built and optimized ETL processes, handling 1B+ records daily.
· Assisted in real-time data pipelines using Kafka, Spark Streaming, and Flink, improving data processing speed by 60%.
· Gained experience in multi-cloud data solutions, working with AWS S3, GCP BigQuery, and Azure Synapse Analytics.
· Project: Implemented a real-time streaming pipeline using Kafka, Flink, and Spark Streaming, enhancing analytics efficiency.

Data Engineering Intern
LTImindtree – Navi Mumbai, Maharashtra
January 2023 – May 2023
· Assisted in developing batch data pipelines using Hadoop, Hive, and AWS Glue.
· Gained hands-on experience in data warehousing, ELT pipelines, and distributed computing.
· Worked on optimizing data storage & retrieval, handling large datasets with AWS S3 and GCP Cloud Storage.
· Project: Developed a Hadoop-based data lake with AWS Athena, enabling seamless data integration and federated queries.

Skills
· Big Data & Cloud: Hadoop, Kafka, Azure (Data Factory, Data Lake, SQL, Functions), AWS (Redshift, Glue, S3, Lambda), GCP (BigQuery, Dataflow, Cloud Storage)
· Programming & Databases: Python, PySpark, SQL (Oracle, MySQL, HBase, Cassandra, MongoDB, Snowflake)
· Data Engineering Tools: ELK Stack, DataStage, Docker, Databricks, Terraform
· ETL & Streaming: Apache Kafka, Spark Streaming, Flink, AWS Glue, Azure Data Factory, Google Dataflow
· AI & Analytics: Machine Learning Pipelines, AI-driven Data Engineering, Predictive Analytics

Certifications
· AWS Certified Solutions Architect (2024)
· Google Professional Data Engineer (2024)
· IBM SQL Certification (2023)
· Big Data Certification (2023)
· Generative AI Certification (2023)

Education
LNCT Groups of Colleges – Bhopal
Bachelor's in Electronics and Communications, 2023
CGPA: 8.45

Key Highlights
· Optimized ETL processes handling 50+ TB of data daily, improving performance by 40% and reducing cloud costs by 30%.
· Automated Azure Data Factory, AWS Glue, and Google Dataflow pipelines, reducing manual effort by 50%.
· Enhanced Azure Cognitive Search, OpenSearch, and Elasticsearch indexing, reducing query latency by 30%, leading to faster customer reporting.
· Managed real-time Kafka, Flink, and Spark Streaming pipelines, improving data streaming efficiency and scalability.


